
PATTERN RECOGNITION 
AND MACHINE LEARNING
CHAPTER 11: Continuous Latent Variables



Continuous Latent Variables

- Continuation of the discussion about Mixtures and EM

- Some or all the variables are continuous

- Simplest model: Gaussian distributions for both the latent 
and observed variables and makes use of a linear-Gaussian 
dependence of the observed variables on the state of the 
latent  variables  principal component analysis (PCA)



Principal Component Analysis
- Technique widely used for: dimensionality reduction, 

lossy data compression, feature extraction and data 

visualization.

- also known as the Karhunen-Loeve transform.

- 2 definitions of PCA:
- The orthogonal projection of the data onto a lower dimensional 

linear space, known as the principal subspace, such that the 
variance of the projected data is maximized.

- The linear projection that minimizes the average projection cost, 
defined as the mean squared distance between the data points 
and their projections.



Maximum Variance Formulation

- Consider a data set of observations {xn} 
where n = 1, . . . ,N (D = dimensionality of xn)

- Goal: Project this data onto a space of lower 
dimensionality M < D, called the principal 
subspace, while maximizing the variance of 
the projected data.



Notations

- D the space dimensionality

- M the fixed dimension of the principal 
subspace (considered to be known)

- {ui}, i = 1, . . . ,M the basis vectors of the 
principal subspace



Notations

- The mean of the initial data:

- The covariance of the initial data matrix S   
(D × D):



PCA with 1-dimensional principal subspace

- M = 1

- We consider u1 to be normalized    
(u1

T × u1 = 1) – without loss of 
generality since we’re only interested 
in its direction not in magnitude

- Each point xn is then projected onto 
a scalar is u1

T xn The mean and 
variation of the projected data:

and



Idea with PCA with 1-dimensional principal subspace
- Maximize the projected variance (u1

TSu1) with respect to u1

under the normalization constraint u1
Tu1 = 1 using Lagrange 

multiplier:

max (u1
TSu1+λ1(1-u1

Tu1))

- Deriving with respect to u1 Su1 = λ1u1 u1 must be an 
eigenvector of S having eigenvalue λ1!

- Su1 = λ1u1 u1
TSu1 = λ1 we want to maximize it  λ1 is the 

maximum eigenvalue.

- Additional principal components can be found incrementally by 
maximizing the projected variance amongst all possible 
directions orthogonal to those already considered!



PCA with M-dimensional principal subspace

- The M-dimensional optimal linear projection space is defined by 
the M eigenvectors u1, . . . , uM of the data covariance matrix S 
corresponding to the M largest eigenvalues λ 1, . . . , λ M  proof 
by induction

- PCA algorithm
- evaluate the mean of the data
- evaluate the covariance matrix S
- finding the M eigenvectors of S corresponding to the M largest 

eigenvalues

- Computed by: 
- detecting the full eigenvector decomposition for a matrix O(D3) or
- using “power method” O(MD2) or 
- using  EM algorithm.



Minimum-error formulation
- Based on projection error minimization. 

- Consider a orthonormal set of D-dimensional basis 
vectors {ui} where i = 1, . . . ,D satisfying ui

Tuj = δij

- Each data point xn can be exactly represented by:

- Goal: approximate this data point using restricted 
number M < D of variables corresponding to a 
projection onto a lower-dimensional subspace.



Minimum-error formulation (2)
- xn can be approximated by:

- {zni} depend on the particular data point, whereas 
the {bi} are constants

- {ui}, {zni}, and {bi} can be chosen so as to minimize 
the error (the distortion J introduced by the 
reduction in dimensionality):



Minimum-error formulation (3)
- Minimization with respect to znj lead to: , where j = 1,…,M

- Minimization with respect to bj lead to : , where j = M+1,...,D

- With these values for znj and bj:

- The error lies in the space orthogonal to the principal subspace, 
because it is a linear combination of {ui}, for i = M+1,...,D (      must lie in 
the principal subspace, but we can move it freely within the space  so 
the minimum error is given by the orthogonal projection)

- J can be written only in terms of {ui}:



Minimum-error formulation (4)
- J is minimized  with respect to ui under the orthonormality

constraints ui
Tui = 1 using Lagrange multiplier 

- Sui = λiui the minimum is achieved when {ui}, i = M+1,…,D are 
the eigenvectors of S associated to the smallest eigenvalues.

- The distorsion is: 

- J is minimum by selecting the eigenvectors to be those having the 
D − M smallest eigenvalues the eigenvectors of the principal 
subspace are those corresponding to the M largest eigenvalues.

- xn is approximated by:



- Start from a dataset composed by one image and multiple copies 
of that image that have been modified by a random displacement
and rotation.

- GOAL: to compress the dataset. (initial, D = 28 × 28, M < D)

- First, we construct the covariance matrix, and we extract the 
eigenvalues. The corresponding eigenvectors are vectors in the D-
dimensional space  we represent the eigenvectors as images of 
the same size as the images from the dataset

- The first 5 eigenvectors along with their eigenvalues are:

Applications of PCA – data compression



- The complete spectrum of eigenvalues, sorted into 
decreasing order is shown in the graph below (a):

- The distortion J associated with choosing a particular 
value of M is given by the sum of the eigenvalues from 
M + 1 up to D and is plotted for different values of M (b):

- We compress the data using PCA approximation for xn:

Applications of PCA – data compression(2)



Applications of PCA – data compression(3)
- For each data point (image) we have replaced 

the D-dimensional vector xn with an M-
dimensional vector having components

- The original example from the off-line digits 
data set together with its PCA reconstructions 
obtained by retaining M principal components 
for various values of M:



Applications of PCA – data pre-processing

- Goal: the transformation of data set in order to 
standardize certain of its properties.  in order to 
apply some pattern recognition algorithms.

- Usually done when the original variables are 
measured in various different units or have 
significantly different variability (Old Faithful data set -
time between eruptions vs duration of an eruption).

- Usually, the data set is normalized to give it zero mean 
and unit covariance  so that different variables 
become decorrelated.  use PCA for this task!



PCA for standardization
- write the eigenvector equation SU = UL where L is a 

D × D diagonal matrix with element λi and U is a D ×
D orthogonal matrix with columns given by ui

- Each xn is transformed to yn (whitening or sphereing) 
using:

- yn has zero mean and identity covariance matrix
(new variables are decorrelated):



PCA for standardization (2)

Original data Result of 
standardization

Result of 
whitening 
the data

Comparison PCA vs Fisher’s linear discriminant

PCA (magenta discriminator) - chooses the 
direction of maximum variance (unsupervised)

Fisher’s linear discriminant (green) - takes 
account of the class labels (supervised)



Applications of PCA – visualisation

- projection of the oil data flow onto 
the first two principal factors. Three 
geometrical configurations of the 
oil, water and gas phases.

- each data point is projected onto a 
two-dimensional (M = 2) principal 
subspace, so that a data point xn is 
plotted at Cartesian coordinates 
given by xn

Tu1 and xn
Tu2, where u1

and u2 are the eigenvectors 
corresponding to the largest and 
second largest eigenvalues.



PCA for high-dimensional data

- Number of data points N is smaller than the 
dimensionality D  the N points define a 
subspace with dimensionality N-1

- At least D − N + 1 of the eigenvalues equal to 
zero!

- Generally computationally infeasible 
(eigenvectors detection is O(D3))



PCA for high-dimensional data (2)

- Denote X the (N × D) – dimensional centered 
matrix, whose n-th row is given by

- The covariance matrix can be written as 
S = N−1XTX  we can determine de N-1 non-
zero eigenvectors working with a N × N matrix 
instead of the D × D: 

vi = Xui – eigenvector for the N*N matrix

Multiply by X Multiply by XT

XTvi is an eigenvector of S 
with eigenvalue λi

the normalized
eigenvectors ui for S

(rescaling)



Probabilistic PCA
The discussion on PCA was based on a linear projection of the data 

onto a subspace of lower dimensionality than the original data 
space.

PCA can also be expressed as the maximum likelihood solution of a 
probabilistic latent variable model  Probabilistic PCA.

Advantages vs conventional PCA:
- Derive an EM algorithm for PCA that is computationally efficient;
- Allows to deal with missing values in the data set;
- Mixture of probabilistic PCA models;
- Basis for the Bayesian treatment of PCA in which the dimensionality of 

the principal subspace can be found automatically  (M);
- Can be applied to classification problems;
- Can be run generatively to provide samples from the distribution.

Probabilistic PCA = constrained form of the Gaussian distribution in which 
the number of free parameters can be restricted while still allowing the 
model to capture the dominant correlations in a data set.



Probabilistic PCA (2)
- An example of the linear-Gaussian framework - all of the 

marginal and conditional distributions are Gaussian.

- We consider an explicit latent variable z corresponding to 
the principal-component subspace.

Where:
- z is an M-dimensional Gaussian latent variable
- W is an (D × M) matrix (the latent space)
- σ2 is a scalar governing the variance of the conditional 

distribution



Probabilistic PCA (3)
- Generative view: a sampled value of the observed variable is obtained by first 

choosing a value for the latent variable and then sampling the observed variable 
conditioned on this latent value.

- the D-dimensional observed variable x is defined by a linear transformation of 
the M-dimensional latent variable z plus additive Gaussian noise: x = W z + μ + ε

Where:
- z is an M-dimensional Gaussian latent variable
- W is an (D × M) matrix (the latent space)
- ε is a zero-mean, σ2I covariance D-dimensional Gaussian noise (ε and z are 

independent)
- μ is a parameter vector that permits the model to have nonzero mean

REVERSE IS DONE 

USING BAYES 

THEOREM



Probabilistic PCA (4)

- We wish to estimate parameters W, μ and σ2

using maximum likelihood:  we need the 
expression of p(x).

- Using sum and product rules of probability

- Since 

- where C is a D × D covariance matrix defined by:



Maximum likelihood PCA
- Given a data set X = {xn} of observed data 

points, the loglikelihood is given by:

- Setting the derivative with respect to μ to 0 
gives and if we substitute back:

- This solution represents the unique maximum!



Maximum likelihood PCA (2)
- Maximization with respect to W and σ2 is more 

complex but has an exact closed-form solution:

- Where: 

- UM is a (D × M) matrix whose columns are 
given by the eigenvectors of S whose 
eigenvalues are the M largest;

- LM is an (M × M) diagonal matrix given by the 
corresponding eigenvalues λi;

- R is an arbitrary (M × M) orthogonal matrix.



Maximum likelihood PCA (3)
- The corresponding maximum likelihood solution for σ2 is:

- R can be interpreted as a rotation matrix in the M × M latent space  if W is 
substituted in C  C is independent of R  the predictive density is unchanged 
by rotations.

- If R = I, the columns of W are the principle component eigenvectors scaled by the 
variance λi − σ2.

- The model correctly captures the variance of the data along the principal axes and 
approximates the variance in all remaining directions with a single average value 
σ2.

- The values of W and σ2 can be determined using algorithms like conjugate 
gradients or EM  the columns of W might not be orthogonal  post-process W



Maximum likelihood PCA (4)
Conventional PCA - a projection of points from the D-dimensional data space 

onto an M-dimensional linear subspace.

Probabilistic PCA - a mapping from the latent space into the data space for 
visualization/data compress purposes we need to reverse the mapping! 

Any point x in data space can then be summarized by its posterior mean and 
covariance in latent space:

where:

The mean is given by:

Covariance is σ2 M and is independent of x.

The projection of x is given by:



EM algorithm for PCA

- In spaces of high dimensionality, there may be computational 
advantages in using an iterative EM rather than working directly 
with the sample covariance matrix.

- Can also be used when values are missing, for mixture models.

- Requires the complete-data log likelihood function:

- We’ve already seen that and therefore from now on, we 
will use      instead of μ.



EM algorithm for PCA (2)
- We have to compute the value:

- Initialize W and σ2

- E step compute the expectation of the latent 
variables E[zn] and E[znzn

T], using the old 
values for W and σ2:



EM algorithm for PCA (3)

- M step we maximize the expectation of the 
complete data with respect to W and σ2:

- Check for convergence and start with the 
next E step if convergence haven’t been 
reached



EM algorithm for PCA (4)
- When σ2

0, EM approach corresponds to standard PCA.

- Define     a matrix of size N × D whose nth row is given by:

- Define Ω a matrix of size D × M whose nth row is given by:

- E step becomes:

- Orthogonal projection of the data points onto the current 
estimate for the principal subspace.

- M step becomes:

- Re-estimation of the principal subspace minimizing the squared 
reconstruction errors in which the projections are fixed.



EM algorithm for PCA (5)



Bayesian PCA
- Useful to choose the dimensionality M of 

the principal subspace.

- We could employ cross-validation to 
determine the value of dimensionality by 
selecting largest log likelihood on a 
validation data set – computationally 
costly!

- Define an independent Gaussian prior 
over each column wi of W. The variance is 
governed by a precision parameter αi:



Bayesian PCA (2)
- Values of αi are estimated iteratively by 

maximizing the logarithm of the marginal 
likelihood function:

- As a result, some values of αi will be driven to 
infinity, with corresponding wi being 0  The 
effective dimensionality of the principal 
subspace is determined by the number of finite 
αi values. Principal subspace = the 
corresponding wi.



Bayesian PCA (3)

- Maximization with respect to αi : 

- These estimations are interleaved with the 
EM algorithm with the method for 
computing Wnew modified:

- Where A = diag(αi)



ML PCA vs Bayesian PCA

- 300 data points in D = 10 dimensions 
sampled from a Gaussian distribution having 
M=3 directions with larger variance



Independent component analysis

- Consider models in which:

- the observed variables are related linearly to 
the latent variables

- for which the latent distribution is non-Gaussian

- Important class of such models: 
independent component analysis, for which 
the distribution of latent variables factorize:



Application case: blind source separation
- The problem:

- Two people talking at the same time;
- Their voices recorded using two microphones.

- The goal: to reconstruct the two signal separately (“blind” source 
separation” – “blind” because we are given only the mixed data).

- Latent variables:
- The original sources;
- The mixing coefficients.

- Under some assumptions (no time delay and echoes):
- The signals received by the microphone are linear combinations of 

the voice amplitudes;
- The coefficients of this linear combination are constant.



Blind source separation (2)
- Consider generative model with:

- The latent variables: unobserved speech signal 
amplitudes;

- The two observed signal values o = [o1 o2]T at the 
microphones.

- Distribution of latent variables factorizes as: 
p(z) = p(z1) * p(z2)

- No need to include noise: observed variables = 
deterministic linear combinations of latent variables 
as:



Blind source separation (3)
- Given a set of observations:

- The likelihood function is a function of the coefficients aij;
- Log likelihood maximized using gradient-based optimization 
 particular case of independent analysis.

- This requires that the latent variables have non Gaussian 
distributions!
- Probabilistic PCA: latent-space distribution = zero-mean 

isotropic Gaussian;
- No way to distinguish between two choices for the latent 

variables where these differ by a rotation in the latent space!

- Common choice for the latent-variable distribution:



Autoassociative neural networks
- Usually, NN are used for supervised learning.

- NN applied to unsupervised learning, e.g. dimensionality 
reduction.

- Network having the same number of outputs as inputs, and 
optimizing the weights so as to minimize some measure of the 
reconstruction error between inputs and outputs with respect to 
a set of training data.

- The targets used to train the network are simply the input 
vectors themselves => the network is attempting to map each 
input vector onto itself. 

- Autoassociative mapping!



- Multilayer perceptron, D inputs, D outputs, M 
hidden units, M < D  A perfect reconstruction of 
all input  vectors is not in general possible!

- Find networks parameters w minimizing a given 
error function, e.g. sum-of-square errors:

Autoassociative neural networks (2)



Autoassociative neural networks (3)
- If the hidden units have linear activations functions  the error 

function has a unique global minimum.

- At this minimum, the network performs a projection onto the M-
dimensional subspace which is spanned by the first M principal 
components of the data.

- The vectors of weights which lead into the hidden units form a 
basis set which spans the principal subspace.

- These vectors need not be orthogonal or normalized!

- With nonlinear hidden units, the minimum error solution is also 
given by the projection onto the principal component subspace
 There is no advantage in using two layer neural networks to 
perform dimensionality reduction!



Autoassociative neural networks (4)



Autoassociative neural networks (5)

- Such a network effectively performs a 
nonlinear principal component analysis.

- Advantage: not limited to linear 
transformations.

- Training the network involves nonlinear 
optimization techniques (with risk of 
suboptimally).


